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Linear Regression 
 

Linear regression is used to model the value of a dependent scale variable based on its 
linear relationship to one or more predictors.  

 
 
The Linear Regression Model 
 

 

The linear regression model assumes that there is a linear, or "straight line," relationship 
between the dependent variable and each predictor. This relationship is described in the 
following formula.  

The model is linear because increasing the value of the jth predictor by 1 unit increases 
the value of the dependent by bj units. Note that b0 is the intercept, the model-predicted 
value of the dependent variable when the value of every predictor is equal to 0.  

For the purpose of testing hypotheses about the values of model parameters, the linear 
regression model also assumes the following:  

− The error term has a normal distribution with a mean of 0.  

− The variance of the error term is constant across cases and independent of the 
variables in the model. An error term with non-constant variance is said to be 
heteroscedastic .  

− The value of the error term for a given case is independent of the values of the 
variables in the model and of the values of the error term for other cases.  
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Using Linear Regression to Predict Polishing Times 
 

The Nambe Mills company has a line of metal tableware products that require a polishing 
step in the manufacturing process. To help plan the production schedule, the polishing 
times for 59 products were recorded, along with the product type and the relative sizes of 
these products, measured in terms of their diameters.  

This information can be found in polishing.sav . Use linear regression to determine 
whether the polishing time can be predicted by product size.  

Before running the regression, you should examine a scatterplot of polishing time by 
product size to determine whether a linear model is reasonable for these variables.  

 
 
Creating a Scatterplot of the Dependent by the Independent 
 
 

 
 
 
 
  To produce a scatterplot of time by diam, from the menus choose:  

Graphs  
 Scatter...  
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  Click Define .  

  Select time as the y variable and diam as the x variable.  

  Click OK.  
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These selections produce the scatterplot.  

  To see a best-fit line overlaid on the points in the scatterplot, activate the graph by 
double-clicking on it.  

  From the Chart Editor menus choose:  

Chart  
 Options...  

  Select Total  in the Fit Line group.  

  Click OK.  
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The resulting scatterplot appears to be suitable for linear regression, with two possible 
causes for concern.  

− The variability of polishing time appears to increase with increasing diameter.  

− The point on the far right of the graph may exert an undue amount of influence on the 
lay of the regression line.  

You will investigate these concerns further during diagnostic checking of the regression 
model.  
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Running the Analysis 
 
 

 
 
 
 
  To run a linear regression analysis, from the menus choose:  

Analyze  
  Regression  
   Linear...  
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  Select time as the dependent variable.  

  Select diam as the independent variable.  

  Select type as the case labeling variable.  

  Click Plots .  

 

 
 
 
  Select *SDRESID as the y variable and *ZPRED as the x variable.  
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  Select Histogram  and Normal probability plot .  

  Click Continue .  

 
 
 
  Click Save in the Linear Regression dialog box.  

  Select Standardized  in the Predicted Values group.  

  Select Cook's  and Leverage values  in the Distances group.  

  Click Continue .  

  Click OK in the Linear Regression dialog box.  

These selections produce a linear regression model for polishing time based on diameter. 
Diagnostic plots of the Studentized residuals by the model-predicted values are 
requested, and various values are saved for further diagnostic testing.  
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Coefficients 
 
 

 
 
 
This table shows the coefficients of the regression line. It states that the expected 
polishing time is equal to 3.457 * DIAM - 1.955. If Nambe Mills plans to manufacture a 15-
inch casserole, the predicted polishing time would be 3.457 * 15 - 1.955 = 49.9, or about 
50 minutes.  
 
 
 
 
Checking the Model Fit 
 

 
 
 
The ANOVA table tests the acceptability of the model from a statistical perspective. The 
Regression row displays information about the variation accounted for by your model. 
The Residual row displays information about the variation that is not accounted for by 
your model. The regression and residual sums of squares are approximately equal, which 
indicates that about half of the variation in polishing time is explained by the model. The 
significance value of the F statistic is less than 0.05, which means that the variation 
explained by the model is not due to chance. 
 
 

 
 
While the ANOVA table is a useful test of the model's ability to explain any variation in the 
dependent variable, it does not directly address the strength of that relationship. The 
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model summary table reports the strength of the relationship between the model and the 
dependent variable. R, the multiple correlation coefficient, is the linear correlation 
between the observed and model-predicted values of the dependent variable. Its large 
value indicates a strong relationship. R Square, the coefficient of determination, is the 
squared value of the multiple correlation coefficient. It shows that about half the variation 
in time is explained by the model. 
 

 
 
As a further measure of the strength of the model fit, compare the standard error of the 
estimate in the model summary table to the standard deviation of time reported in the 
descriptive statistics table. Without prior knowledge of the diameter of a new product, 
your best guess for the polishing time would be about 35.8 minutes, with a standard 
deviation of 19.0. With the linear regression model, the error of your estimate is 
considerably lower, about 13.7.  
 
 
 
Checking the Normality of the Error Term 
 
 

 
 
 
A residual  is the difference between the observed and model-predicted values of the 
dependent variable. The residual for a given product is the observed value of the error 
term for that product. 
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A histogram or P-P plot of the residuals will help you to check the assumption of normality 
of the error term. The shape of the histogram should approximately follow the shape of 
the normal curve. This histogram is acceptably close to the normal curve. The P-P plotted 
residuals should follow the 45-degree line. Neither the histogram nor the P-P plot 
indicates that the normality assumption is violated.  
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Checking Independence of the Error Term 
 

 
 
The plot of residuals by the predicted values shows that the variance of the errors 
increases with increasing predicted polishing time. There is, otherwise, good scatter.  
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  To check the residuals by the diameter, recall the Simple Scatterplot dialog box.  

  Deselect time as the y variable and select Standardized Residual as the y variable.  

  Click OK.  

 

 
 
 
The plot of residuals by diameter shows the same results. To correct the 
heteroscedasticity in the residuals in further analyses, you should define a weighting 
variable based on the inverse of the diameter of the product. Using the weighting variable 
will decrease the influence of products with large diameters and highly variable polishing 
times, resulting in more precise regression estimates.  
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Identifying Influential Points 
 
 

 
 
  To check for influential points, recall the Simple Scatterplot dialog box.  

  Deselect Standardized Residual as the y variable and select Cook's Distance as the y 
variable.  

  Deselect diam as the x variable and select Centered Leverage Value as the x variable.  

  Select type as the case labeling variable.  

  Click OK.  

 
 



Linear Rgression - 16 

 
 

The resulting scatterplot shows a point far to the right of the others.  

  To identify the point, activate the graph by double-clicking on it.  

  Click the Point Identification  tool.  

  Select the point. It is identified as a Tray.  
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This case has a high leverage and high influence. Its high leverage gives it extra weight 
in the computation of the regression line, and the high influence indicates that it did affect 
the slope of the regression line. You can deal with an influential point by using a 
weighting variable that gives the influential point less weight.  

Summary 
 
Knowing the polishing time for each product helps Nambe Mills to plan the production 
schedule. Using linear regression, the company can make use of the relationship 
between the product diameter and polishing time to update the production schedule to 
include products still under development.  
 
 
 
 
Using Linear Regression to Model Vehicle Sales 

An automotive industry group keeps track of the sales for a variety of personal motor 
vehicles. In an effort to be able to identify over- and underperforming models, you want to 
establish a relationship between vehicle sales and vehicle characteristics.  

Information concerning different makes and models of cars is contained in car_sales.sav . 
Use linear regression to identify models that are not selling well.  
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Running the Analysis 
 
 

 
 
  To run a linear regression analysis, from the menus choose:  

Analyze  
  Regression  
   Linear...  
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  Select Log-transformed sales as the dependent variable.  

The distribution of Log-transformed sales is closer to normal than Sales in thousands, 
and the linear regression model works better with normal variables.  

  Select Vehicle type through Fuel efficiency as independent variables.  

  Click Statistics .  
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  Select Part and partial correlations  and Collinearity diagnostics .  

  Click Continue .  

  Click OK in the Linear Regression dialog box.  

 
 
 
Checking the Model Fit 
 
 

 
 
 

 
 
 
The ANOVA table reports a significant F statistic, indicating that using the model is better 
than guessing the mean. As a whole, the regression does a good job of modeling sales. 
Nearly half the variation in sales is explained by the model.  
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Coefficients 
 

 
 
Even though the model fit looks positive, the first section of the coefficients table shows 
that there are too many predictors in the model. There are several non-significant 
coefficients, indicating that these variables do not contribute much to the model. To 
determine the relative importance of the significant predictors, look at the standardized 
coefficients. Even though Price in thousands has a small coefficient compared to Vehicle 
type, Price in thousands actually contributes more to the model because it has a larger 
absolute standardized coefficient. The second section of the coefficients table shows that 
there might be a problem with multicollinearity. 
 

 
 
 
For most predictors, the values of the partial and part correlations drop sharply from the 
zero-order correlation. This means, for example, that much of the variance in sales that is 
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explained by price is also explained by other variables. The tolerance is the percentage of 
the variance in a given predictor that cannot be explained by the other predictors. Thus, 
the small tolerances show that 70%-90% of the variance in a given predictor can be 
explained by the other predictors. When the tolerances are close to 0, there is high 
multicollinearity and the standard error of the regression coefficients will be inflated. A 
variance inflation factor greater than 2 is usually considered problematic, and the smallest 
VIF in the table is 3.193.  
 
 
Collinearity Diagnostics 
 

 
 
The collinearity diagnostics confirm that there are serious problems with multicollinearity. 
Several eigenvalues are close to 0, indicating that the predictors are highly intercorrelated 
and that small changes in the data values may lead to large changes in the estimates of 
the coefficients. The condition indices are computed as the square roots of the ratios of 
the largest eigenvalue to each successive eigenvalue. Values greater than 15 indicate a 
possible problem with collinearity; greater than 30, a serious problem. Six of these indices 
are larger than 30, suggesting a very serious problem with collinearity. Now try to fix the 
collinearity problems by rerunning the regression using z scores of the dependent 
variables and the stepwise method of model selection. This is in order to include only the 
most useful variables in the model.  
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Running a Stepwise Linear Regression 
 
 

 
 
 
  To run a stepwise Linear Regression on the standardized variables, recall the Linear 
Regression dialog box.  

  Deselect Vehicle type through Fuel efficiency as independent variables.  

  Select Zscore: Vehicle type through Zscore: Fuel efficiency as independent variables.  

  Select Stepwise  as the entry method.  

  Select Model as the case labeling variable.  

  Click Statistics .  
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  Deselect Part and partial correlations .  

  Select Casewise diagnostics  and type 2 in the text box.  

  Click Continue .  

 

 
 
  Click Plots  in the Linear Regression dialog box.  

  Select *SDRESID as the y variable and *ZPRED as the x variable.  

  Select Histogram .  

  Click Continue .  
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  Click Save in the Linear Regression dialog box.  

  Select Standardized  in the Predicted Values group.  

  Select Cook's  and Leverage values  in the Distances group.  

  Click Continue .  

  Click OK in the Linear Regression dialog box.  
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Collinearity Diagnostics 
 

 
 
 
There are no eigenvalues close to 0, and all of the condition indices are much less than 
15. The strategy has worked, and the model built using stepwise methods does not have 
problems with collinearity.  
 
 
Stepwise Coefficients 
 
 

 
 
The stepwise algorithm chooses price and size (in terms of the vehicle wheelbase) as 
predictors. Sales are negatively affected by price and positively affected by size; your 
conclusion is that cheaper, bigger cars sell well. Price was chosen first because it is the 
predictor that is most highly correlated with sales. The remaining predictors are then 
analyzed to determine which, if any, is the most suitable for inclusion at the next step. 
Beta In is the value of the standardized coefficient for the predictor if it is included next. 
All of the significance values are less than 0.05, so any of the remaining predictors would 
be adequate if included in the model. 
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To choose the best variable to add to the model, look at the partial correlation, which is 
the linear correlation between the proposed predictor and the dependent variable after 
removing the effect of the current model. Thus, wheelbase is chosen next because it has 
the highest partial correlation. After adding wheelbase to the model, none of the 
remaining predictors are significant. However, vehicle type just barely misses the 0.05 
cutoff, so you may want to add it manually in a future analysis to see how it changes the 
results. Engine size would have a larger beta coefficient if added to the model, but it's not 
as desirable as vehicle type. This is because engine size has a relatively low tolerance 
compared to vehicle type, indicating that it is more highly correlated with price and 
wheelbase.  
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Checking the Normality of the Error Term 
 
 

 
 
 
The shape of the histogram follows the shape of the normal curve fairly well, but there are 
one or two large negative residuals. For more information on these cases, see the 
casewise diagnostics.  
 
 
Casewise Diagnostics 
 

 
 
 
This table identifies the cases with large negative residuals as the 3000GT and the 
Cutlass. This means that relative to other cars of their size and price, these two models 
underperformed in the market. The Breeze, Prowler, and SW also appear to have 
underperformed to a lesser extent. The Explorer seems to be the only overperformer.  
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Residual Scatterplots 
 
 

 
 
 
The plot of residuals by predicted values clearly shows the two most underperforming 
vehicles. Additionally, you can see that the Breeze, Prowler, SW, and Explorer are quite 
close to the majority of cases. This suggests that the apparent underperformance of the 
Breeze, Prowler, and SW and overperformance of the Explorer could be due to random 
chance. What is somewhat disturbing in this plot are the clusters of cases far to the left 
and to the right of the general cluster of cases. While the vehicles in these clusters do not 
have large residuals, their distance from the general cluster may have given these cases 
undue influence in determining the regression coefficients.  
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  To check the residuals by price, from the menus choose:  

Graphs  
 Scatter...  

 

 
 
  Click Define .  

  Select Standardized Residual as the y variable and Zscore: Price in thousands as the x 
variable.  

  Select Model as the variable to label cases by.  

  Click OK.  
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The resulting scatterplot shows points far to the right of the others.  

  To identify the points, activate the graph by double-clicking on it.  

  Click the Point Identification  tool.  

  Select the points.  
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The scatterplot reveals that the unusual points noted in the residuals by predicted values 
scatterplot are high-priced vehicles. The distribution of prices appears to be right-skewed, 
so you may want to use standardized log-transformed prices in future analyses.  
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  To check the residuals by wheelbase, recall the Simple Scatterplot dialog box.  
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  Deselect Zscore: Price in thousands as the x variable and select Zscore: Wheelbase as 
the x variable.  

  Click OK.  

 

 
 

The resulting scatterplot shows points far to the right of the others.  

  To identify the points, activate the graph by double-clicking on it.  

  Click the Point Identification  tool.  

  Select the points.  
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The points to the right of the general cluster in the plot correspond to points to the right of 
the general cluster in the residuals by predicted values scatterplot. As with the price 
distribution, you may want to use standardized log-transformed wheelbase in future 
analyses.  
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Identifying Influential Points 
 
 

 
 
 
  To check Cook's distance by the centered leverage value, recall the Simple Scatterplot 
dialog box.  

  Deselect Standardized Residual as the y variable and select Cook's Distance as the y 
variable.  

  Deselect Zscore: Wheelbase as the x variable and select Centered Leverage Value as 
the x variable.  

  Click OK.  
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The resulting scatterplot shows several unusual points.  

  To identify the points, activate the graph by double-clicking on it.  

  Click the Point Identification  tool.  

  Select the points.  
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The point with the largest Cook's distance is the 3000GT. It does not have a high 
leverage value, so while it adds a lot of variability to your regression estimates, the 
3000GT did not affect the slope of the regression equation. Similarly, many of the cases 
with high leverage values do not have large Cook's distances, so they are not likely to 
have exerted undue influence on the model. The most worrisome case is the SL-Class, 
which has both a high leverage and a large Cook's distance. This vehicle has a large 
wheelbase and price tag, so its influence is related to the problems you observed in the 
residual scatterplots.  
 
 
Summary 

Using stepwise methods in Linear Regression, you have selected a "best" model for 
predicting motor-vehicle sales. With this model, you found two vehicle models that were 
underperforming in the market, while no vehicle was clearly overperforming.  

Diagnostic plots of residuals and influence statistics indicated that your regression model 
may be adversely affected by unusually large, expensive cars like the SL-Class. 
Hopefully, by log-transforming wheelbase and price in thousands in future analyses, the 
SL-Class will no longer be influential.  



Linear Rgression - 39 

Related Procedures 
 

The Linear Regression procedure is useful for modeling the relationship between a scale 
dependent variable and one or more scale independent variables.  

− Use the Correlations procedure to study the strength of relationships between the 
variables before fitting a model.  

− If you have categorical predictor variables, try the GLM Univariate procedure.  

− If your dependent variable is categorical, try the Discriminant Analysis procedure.  

− If you have a lot of predictors and want to reduce their number, use the Factor 
Analysis procedure.  

 
 
Recommended Readings 

See the following texts for more information on linear regression (for complete 
bibliographic information, hover over the reference):  

(Draper and Smith, 1981)   

Draper, N. R., and H. Smith. 1981. Applied Regression Analysis. New York: John 
Wiley & Sons.  
 

(Weisberg, 1985)   

Weisberg, S. 1985. Applied Linear Regression. New York: John Wiley & Sons 


